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Introduction 
 AVChat IM is a hosted instant messenger for online communities.   

This paper will explain the IM platform, how much load it can sustain and what we can do in the 

future to improve it. 

The AVChat IM platform currently is sustained by 3 servers. Each of these servers has its own 

purpose and will be a part of the analysis contained by this paper. The servers are: 

 IM Communication Server 

 File Delivery & Database Server 

 Peer2Peer Audio Video Server  

 

In the following pages we will discuss the purpose of each server and the load that can be 

handled by them. 

The load issue is a very important one because AVChat IM was designed as a service that should 

be able to handle the load of thousands of community websites. 
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IM Communication Server 
Test rig: 

Rackspace Cloud Server 

Memory: 4096 MB 

OS: Ubuntu 10.10 (Maverick Meerkat) 

This server is responsible with: 

 passing messages between different users of the chat,  

 updating the conversations tab 

 updating the user presence statuses in real time.  

 

The server is developed on ERLANG (programming language) and more specifically on MOCHIWEB  

(Web Server Development Platform written in Erlang). 

Erlang is a programming language used to build massively scalable software real-time systems with 

requirements on high availability. Some of its uses are in telecoms, banking, e-commerce, computer 

telephony and instant messaging. Erlang's runtime system has built-in support for concurrency, 

distribution and fault tolerance. 

I could enumerate here more than 1000 reasons why you should chose Erlang when developing a 

communication system but let’s just say that Erlang was developed by Ericsson to support hot swapping, 

so that code can be changed without stopping a system, and that Facebook is currently using it for its 

own web based Instant Messenger. 

The system consists of three main components: 

 the client handler 

 the router 

 the monitor 

 

The principle is a pretty basic one:  

1. the client handler handles the incoming http connections,  

2. parses the data from the request  

3. tells the router what he needs  

4. enters a waiting state until the router responds. 

 

The router now handles the data received from the client, processes it and then responds to the one 

that made the requests and to other clients that wait for that information. The monitor checks 

periodically the status of each registered users. 

http://www.erlang.org/
https://github.com/mochi/mochiweb
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With no further introduction we will now talk about how this server handles the heavy load. 

The main concern when testing this server was the amount of memory consumed per connection so 

we’ve created a testing scenario that would simulate very high loads. 

First, we’ve set up the OS on the server to accept many connections: 

In /etc/sysctl.conf: 

net.core.rmem_max = 16777216 

net.core.wmem_max = 16777216 

net.ipv4.tcp_rmem = 4096 87380 16777216 

net.ipv4.tcp_wmem = 4096 65536 16777216 

net.ipv4.tcp_syncookies = 1 

# this gives the kernel more memory for tcp 

# which you need with many (100k+) open socket connections 

net.ipv4.tcp_mem = 50576   64768   98152 

net.core.netdev_max_backlog = 2500 

# I was also masquerading the port comet was on, you might not need this 

net.ipv4.netfilter.ip_conntrack_max = 1048576 

 

Second, we’ve increased the limit of files that can be opened by the OS 

ulimit -n 999999 

 

 
 
 
 

 
Third, we’ve tuned up Erlang and Mochiweb for better performances: 

By looking trough the available Erlang functions we’ve came across the hibernate function that Puts the 

calling process into a wait state where its memory allocation has been reduced as much as possible, 

which is useful if the process does not expect to receive any messages in the near future. The process 

will be awaken when a message is sent to it, and control will resume in Module:Function with the 

arguments given by Args with the call stack emptied, meaning that the process will terminate when that 

function returns. Thus erlang:hibernate/3 will never return to its caller. 

 If the process has any message in its message queue, the process will be awaken immediately in the 

same way as described above. In more technical terms, what erlang:hibernate/3 does is the following. It 

discards the call stack for the process. Then it garbage collects the process. After the garbage collection, 

all live data is in one continuous heap. The heap is then shrunken to the exact same size as the live data 

which it holds (even if that size is less than the minimum heap size for the process). If the size of the live 

data in the process is less than the minimum heap size, the first garbage collection occurring after the 

process has been awaken will ensure that the heap size is changed to a size not smaller than the 

minimum heap size. 
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Note that emptying the call stack means that any surrounding catch is removed and has to be re-

inserted after hibernation. One effect of this is that processes started using proc_lib (also indirectly, 

such as gen_server processes), should use proc_lib:hibernate/3 instead to ensure that the exception 

handler continues to work when the process wakes up.  

 

So we got to use this between each message: 
 
proc_lib:hibernate(?MODULE, feed_message, [Req, UserId, IsUser, FirstLogin]); 

 
Fourth we’ve created a bash script that generates all the possible requests that the client handler could 

receive, similar to the next one:  

( for i in `seq 1 10000`; \ 

  do echo "http://localhost:8000/test/$i" ; done ) > \ /tmp/mochi-urls.txt 

 

OK, now with everything in place we’ve used the file generated by the bash script that contained the 

requests together with Richard Jones’s flood_test module written in Erlang to generate load on our 

server : 

floodtest:start("/tmp/mochi-urls.txt", 10). 

 
This will establish 100 connections every second (a connection every 10 ms) until it reaches 10.000 

connections. After reaching this point we’ve monitored the memory usage for the client handler: 

 

MOCHIPID=`pgrep -f 'name n2` 

while [ 1 ] 

do 

    NUMCON=`netstat -n | awk '/ESTABLISHED/ && $4=="50.57.xxx.xxx:80"' | wc -l` 

    MEM=`ps -o rss= -p $MOCHIPID` 

    echo -e "`date`\t`date +%s`\t$MEM\t$NUMCON" 

    sleep 6 

done | tee -a mochimem.log 

 

 

After running the test for a month and improving our code we reached the following results for  

10.000 connections when running the test for 5 hours: 

 

http://www.metabrew.com/


6 

 

: 

The memory usage started at about 40000KB used . After initiating 10.000 connections and sending 

random messages across them the memory jumped to 95000KB and then it stabilized at 88.000KB which 

means the 10.000 connections use about 48000KB so we’ve got a memory usage of 4,8 KB per user. 

During the test the CPU did not exceed 5%. The CPU got 4 virtual cores with an amount of CPU cycles 

weighted by Rackspace based on the memory size (4096 MB). 

Conclusions: 

As a connection requires 4,8 KB, with the current memory available our server could hold up to 

873813,3 simultaneous users.  
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File Delivery & Database Server: 

Introduction  

Test rig: 

Rackspace Cloud Server 

Memory: 512 MB 

OS: Ubuntu 10.10 (Maverick Meerkat) 

Disk Space: 20 GB 

Software: Apache + Memcached 

This server is in charge of serving the files needed for the IM elements placed on the websites: 

 static images 

 javascript files 

 flash files 

 

This server is also handling quite a few requests and bridging the connection between the 

communication server and the database. 

This is what we’ve used: 

 Apache Server 2.2.16 with alias, authz, rewrite and php5 module enabled 

 Php 5.3.3 

 Memcached 1.4.5 

 MySql  

 

Benchmarking Apache  

 

In order to test Apache we’ve used the Siege tool ( http://www.joedog.org/index/siege-home ) 

Siege is an http load testing and benchmarking utility. It was designed to let web developers measure 

their code under duress, to see how it will stand up to load on the internet. Siege supports basic 

authentication, cookies, HTTP and HTTPS protocols. It lets its user hit a web server with a configurable 

number of simulated web browsers.  

Siege runs directly from the command line under GNU/Linux systems. 

The first issue we need to address, when using the Siege traffic simulator, is the number of virtual users 

needed to simulate the expected number of real users. After analyzing the access logs and monitoring 

the traffic on the server we’ve put together these 2 scenarios used for calculating the number of virtual 

users: 

http://www.joedog.org/index/siege-home
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1. First scenario :  

  Peak visit rate: 10.000 members/hour 

  Average visit length: 20 minutes 

  Resulting number of virtual users : 3333 

2. Second scenario: 

  Peak visit rate: 20.000 members/hour 

  Average visit length: 20 minutes  

  Resulting number of virtual users: 6666 

  

Preliminary results: 

So we’ve run the tests with Siege first for 3333 concurrent virtual users and then for 6666 virtual 

concurrent users corresponding to 10000 and 20000 real users. 

The main concern when running these tests was the response time and the memory usage. Every virtual 

user hit the Apache server with a series of GETs and POSTs in the same order that a normal client would 

do. Besides the statistics generated by the Siege tool, we've also looked at the statistics generated by 

the Linux top command. The first thing we have noticed was that Siege takes a lot of CPU and memory 

to simulate the virtual number of users we need. This is very important for our tests because the 

amount of CPU cycles available for Apache to use to fork new clients is very low thus affecting the tests 

results in bad way. So in the first test scenario siege occupied nearly 80% of the available CPU and on 

the second scenario  burst  up to 306%(this is possible because Rackspace allocates more CPU cycles 

when need it ).Even with this set back we’ve got pretty good results. I have to mention that with fewer 

concurrent users to simulate Siege handles the job pretty well and in consequence the latest time 

response drops under 0.04 s. 

Here are the results generated by the top command during the simulation process: 

22865 root      20   0 26.8g  40m 1508 S    80   20.1   0:00.86 siege 
   2372 memcache  20   0  143m  19m  836 S   25  3.9   2:33.39 memcached 
  

 8441 root      20   0 55.4g 119m 1476 S  306 84.2   0:23.61 siege 
 2358 mysql     20   0  570m 4304 1116 R    9  0.8  18:02.84 mysqld 
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With that being said here are the Siege results for both tests: 

Results for 3333 concurrent virtual users (equivalent of 10.000 members/hour) 

Transactions:                    7080 hits 

Availability:                 100.00 % 

Elapsed time:                  85.98 secs 

Data transferred:               2.73 MB 

Response time:                  0.21 secs 

Transaction rate:              82.81 trans/sec 

Throughput:                     0.09 MB/sec 

Concurrency:                    8.31 

Successful transactions:        7080 

Failed transactions:               0 

Longest transaction:           0.83 

Shortest transaction:           0.00 

Results for 6666 concurrent virtual users (equivalent of 20.000 members/hour): 

Transactions:                    9540 hits 

Availability:                     100.00 % 

Elapsed time:                   27.16 secs 

Data transferred:               0.37 MB 

Response time:                 0.18 secs 

Transaction rate:              51.70 trans/sec 

Throughput:                     0.01 MB/sec 

Concurrency:                   10.00 

Successful transactions:        1540 

Failed transactions:               0 

Longest transaction:            1.27 

Shortest transaction:           0.00 

Tweaking Apache: 

 

So the results weren't very pleasing at the first run. It seems that we have more requests (made by the 

browser) than workers (processes and threads open by Apache). Let's bump those numbers in order to 

lower the longest transaction time.  

While we're at it, we'll increase the initial pool so we pay less of a penalty to fork new workers: 
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The old settings: 

<IfModule prefork.c> 
StartServers         5 
MinSpareServers      5 
MaxSpareServers     10 
MaxClients         150 
MaxRequestsPerChild  0 

</IfModule> 

 

The new settings (taking in account the amount of memory available): 

<IfModule prefork.c> 
StartServers        50 
MinSpareServers     15 
MaxSpareServers     25 
MaxClients         500 
MaxRequestsPerChild  0 

</IfModule> 
 
Changes added to /etc/sysctl.conf 
   

If we could recycle those connections, we could improve our performance. The kernel parameter that 

controls TIME_WAIT reuse is 'net.ipv4.tcp_tw_recycle'. The sysctl command will enable you to view and 

set kernel parameters. Let's check the value on our web server: 

Old value: 

net.ipv4.tcp_tw_recycle = 0 

We're not reusing sockets in TIME_WAIT.  

net.ipv4.tcp_tw_recycle = 1 

net.ipv4.tcp_tw_reuse=1 

 

After running again the same tests again we found an improvement on the Transaction rate for 3333 

we’ve got now 321.7 trans/s and for 6666 280.7 trans/s. One final last tweak would be to prevent the 

kernel from dropping packets so: 

net.ipv4.ip_conntrack_max = 10232 
   to 
 net.ipv4.ip_conntrack_max = 20464  
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Final Results 

The final results for 3333 concurrent virtual users (equivalent of 10.000 members/hour) after 

optimizations showed a 25% drop in Longest transaction, more than 100% increase in transaction rate 

and 66% decrease in average response time. 

 

Transactions:                    14160 hits 

Availability:                 100.00 % 

Elapsed time:                  90.98 secs 

Data transferred:               5.63 MB 

Response time:                  0.07 secs 

Transaction rate:              183.81 trans/sec 

Throughput:                     0.4 MB/sec 

Concurrency:                    10.31 

Successful transactions:        14160 

Failed transactions:               0 

Longest transaction:           0.6 

Shortest transaction:           0.00 

Conclusions 

The test were pretty straight forward but this results show only the server response time and how much 

resources needs to  carry the heavy load. It does not take in account the Internet connection latency. To 

minimize this latency we maximized the amount of caching done by Apache and the browser so the 

delivery of IM files is very efficient, almost instant. 

We found that after doing some tweaking on apache we get much better response that for the time 

being are satisfying but we’re always thinking about the future. As AVChat IM was developed to scale 

very easy we're thinking as we’re growing the customers database about buying more servers and using 

a hardware balancer to distribute the load equally on those servers. All of these things were taking in 

consideration prior to developing the software so the system is ready to scale upwards when needed. 

MySql and Memcached: 

  

After developing the database structure for the AVChat IM and making the best of it bring it to a 

satisfying query time response even at very high number of data in a table we've started thinking about 

how many queries would be performed by a client during a chat session and the result was pretty 

alarming but was nothing to worry about because most of the data fetch from database by a client 

wouldn't change for a period of time so it was only logic not to hit the database to fetch the same data 

over and over again but to cache it somehow. This is where Memcached comes in play. 
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For those who don't know yet what Memcached is, Memcached is a powerful caching tool that is 
currently used by a lot of web sites including Facebook, YouTube and Wikipedia. 

Improving MySql queries with Memcached: 

 

Memcached has several benefits: 

 avoid redundant hits to the MySql database which reduces load created by the database 

 improves the response time for data queries. 

 Makes the system easier to scale by sharing the RAM memory between different servers. 

Instead of having 4096 MB on one server and 2048 MB on another you can have 6142 MB of 

consistent common memory that Memcached can use. 

Because Memcached is a key/value storage unit it requires a very small amount of memory. In our test 

rigs we've allocated 256 MB for it but we could have easily decreased it to 64MB. 

Here’s a graphic showing the load on Memcached during our Apache tests: 
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Peer2Peer Audio Video server: 
AVChat IM uses Adobe’s FMES server to enable peer 2 peer video chatting between IM users. This 

server handles the handshake between 2 users, it has no role in the delivery or routing of video streams 

so the load created by it is extremely small. As an example of the load it can take, FMES servers have 

powered the Chatroulette internet hit. 

A FMES license costs $45.000 in the US but there are alternatives: 

Influxis FMES hosting. 

Ifluxis.com have been the pioneers of Flash Media Server hosting back in the Macromedia days. We 

have had good long relationship with them at AVChat Software while building video related software for 

every corner of the internet.  

Overtime we’ve probably managed hundreds of Influxis accounts.  

After offering a p2p hosting service back in 2011 they have been the natural choice for handling the p2p 

video streams in AVChat IM. 

Influxis has servers in 4 USA locations, Singapore, London and Amsterdam so we can pretty much cover 

every corner of the world with low latency responses. 

Influxis can provide standard servers that can handle 15.000 p2p connections, with 5% of our current 

online users using video, such a video server can cover a website or a pool of websites with 300.000 

online members. 

 
 
 
  
 
 
 
 
 
 
 
 


